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Abstract: Several existing software packages for system dynamics offer optimization and
control capabilities. They allow to change the behavior of the system by modifying the
value of policy variables to obtain an optimal outcome or to fit the model to historic data.
The mathematical methods used are, for instance, Box’ or Powell’s method developed
in the 1960s. They are able to solve models with just a few variables. These variables
are independent of time. We summarize modern mathematical optimization methods and
demonstrate how they can be adapted to solve system dynamics based optimization and
control problems. As a technical obstacle, we have to transform table data, which is nor-
mally interpolated by piecewise-linear functions, to smooth spline functions instead. Such
functions have first and second order derivates which are necessary for the new optimiza-
tion method. By using this, modelers can solve larger optimization problems with many
more control variables. In particular, the policy variables can now also be a time-varying
function. As test cases, we consider two classical system dynamics models: Market Growth
and World2. In both models, we identify parameters that can be used to optimize the mod-
els’ dynamics and identify objective functions that we use to measure improvements over
known base and optimal runs in these models. We introduce a cost of intervention into the
models, effectively introducing a fixed budget for the possible interventions. We discuss
the solutions and compare them and their objective function values to the base runs. In
particular, we find a solution of the World2 model which significantly improves the pub-
lished “towards a global equilibrium” run, while not incurring a higher cost of intervention.

Keywords: System Dynamics; Optimal Control; Nonlinear Optimization; Spline Interpo-
lation.

Introduction

System dynamics models describe the behavior of dynamically complex social systems that consist of
several interrelated stocks, flows, and feedback loops (Richardson, 2011). System dynamics models are
mainly developed, first, to understand existing dynamics in systems, and second, to improve implemented
policies, e.g., in project management (Ford and Sterman, 1998), to reduce the energy consumption in
the residential built environment (Grösser, 2014), in city development (Forrester, 1969), in innovation
management (Repenning et al., 2001), or in strategic management (Rahmandad and Repenning, 2015).
System dynamics models consist of ordinary differential equations, nonlinear functional relations, and table
data. Even if each of the elements in such a system is individually well understood, the interplay of several
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of those elements may show a surprising, unexpected behavior over time (Forrester, 1971a). Given that
one objective of system dynamics is to enhance current policies, we need to discuss how to compare two
policies. When two simulations with different policies lead to different behavior of the system, one asks,
which of the two simulations is more adequate or “better” for the given model purpose? To answer this
question, one needs to define an objective function with respect to the purpose of the study. The objective
function needs to be of such a kind that the higher the simulated value for the objective function, the
better the policy (Dangerfield and Roberts, 1996). In this way, two different simulation runs and their
underlying policies become comparable. Given that an adequate objective function has been defined, the
next step is to identify the parameter configuration that results in the best possible value of the objective
function, i.e., the best possible policy within the boundaries of the model. This is what is called “policy
optimization”. To identify an optimal policy, an optimization algorithm has to be deployed which can
identify a local or even proven global optimal policy for a given situation.

In this article, we survey the approaches used in available system dynamics software packages. Two
of the vendors use methods developed in the mid-1960s which are able to find local optimal solutions for
optimization problems with few free variables. However, system dynamics models, especially models for
real applications, often have several hundred or thousand variables and existing optimization algorithms
are insufficient to handle these models efficiently. Recently, mathematical optimization algorithms such as
interior point methods were developed that go beyond this limit. Such methods were already successfully
applied to optimization problems having several thousand free variables and constraints (Wächter and
Biegler, 2006). We demonstrate the applicability of these methods with two well-known system dynamics
models as test cases. This requires the approximation of table data that are used to describe parts of the
model by smooth curves that are twice continuously differentiable. To overcome this technical challenge,
we use spline interpolation (De Boor, 1978). For both our test cases, numerical results are presented and
discussed.

As mentioned, current system dynamics software packages perform optimizations with few free vari-
ables. Therefore, policy optimization is limited to a few constant (i.e., non-time varying) parameters. Our
optimization approach has the potential to identify improved policies beyond what optimization methods
currently in use in system dynamics can achieve. In particular, it becomes possible to provide decision
makers with time-varying policy recommendations to address dynamic challenges. Pure parameter opti-
mization (i.e., optimization of non-time varying parameters) is a special case of the optimization problems
which we consider and can also be solved using the proposed method. This includes the calibration of a
model to fit historic data.

Optimization Techniques for System Dynamics Models

We first review the best documented optimization techniques which are used by system dynamics software,
which are Powell’s method and Box’ method. They are used in Ventana Vensim (Ventana Systems,
Inc., 2015), Insight Maker (Fortmann-Roe, 2014a), and Goldsim (GoldSim Technology Group, 2015).
There are other system dynamics software packages that also offer some optimization capabilities, for
example, Powersim (Powersim Software AS, 2015), Anylogic (The AnyLogic Company, 2015), Dynaplan
Smia (Dynaplan AS, 2015). However, these vendors do not reveal much details (if at all) about the method
they use for optimization. Other software vendors do currently not include optimization, for example, isee
systems’ Stella (isee systems, inc., 2015) or Forio (Forio Corporation, 2015). In the Section “Interior Point
Methods”, we briefly describe interior point methods as an example for modern nonlinear optimization
methods. Besides the mathematical founded optimization methods that we describe in the following, we
remark that there are other non-mathematical heuristic improvement methods that were applied for an
automated policy finding in system dynamics models, most prominently, genetic algorithms (Alborzi, 2008;
Sholtes, 1994). For the calibration of models, Vensim also offers Monte-Carlo methods. In this paper, we
will only consider local optimization techniques. Some remarks on the relationship to our work to global
optimization can be found in the Section “Conclusions and Outlook”.
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Powell’s Method
The method of Powell (Powell, 1964) finds a locally optimal solution (which is not guaranteed to be a
global one), but for unconstrained optimization problems only, which are of the following form:

max f(x1, . . . ,xn) (1a)
s.t. x = (x1, . . . ,xn) ∈ Rn. (1b)

There are no further assumptions made on function f , in particular, it does not need to be a convex
or a differentiable function. The method starts from an initial approximation of an optimal solution
x0. In each iteration, one tries to find a point that improves the objective function value (i.e., it has a
higher objective function value) by performing a line search along n linearly independent search directions
ξ1, . . . , ξn. Initially, these search directions are the coordinate vectors, and thus in the beginning one
modifies one of the variables in x0 = (x0

1, . . . ,x0
n) at a time. In later steps of the method, the search

directions are modified, such that the search directions are still linearly independent, but the search is not
limited to coordinate vectors only.

Powell’s method is usually applicable to small scale problems with up to 20-50 variables. To evaluate
function f at a point x, the system dynamics model is simulated using the parameter set x. Powell’s
method is used as optimization method in the system dynamics software packages Ventana Vensim (Ven-
tana Systems, Inc., 2015) and Insight Maker (Fortmann-Roe, 2014b). Its typical scope of application is
parameter optimization and model calibration to historical data.

Box’ Method
The method of Box (Box, 1965) deals with an optimization problem that can be stated in the following
general abstract form:

max f(x1, . . . ,xn) (2a)
s.t. gk(x1, . . . ,xn) = 0, ∀ k = 1, . . . ,m, (2b)

x = (x1, . . . ,xn) ∈ Rn. (2c)

In contrast to Powell’s method, the method of Box is able to deal with constraints. Here x1, . . . ,xn are
free variables, f is the objective function, and gk are the constraint functions. No assumptions on the
smoothness of f and g are made, hence, they can be non-differentiable or non-continuous functions. It is
only assumed that the feasible region {(x1, . . . ,xk) ∈ Rn : gk(x1, . . . ,xn) ≤ 0} is a convex set. In Box’
method, an initial number of at least n + 1 points x1, . . . ,xk ∈ Rn, k ≥ n + 1 is sought that all fulfill
the constraints gk(xi) ≤ 0 for all i = 1, . . . , k. Initially, these points are found using a pseudo-random
generator that adds some noise to one initial solution x0. The objective function f is evaluated for each
point x1, . . . ,xk. The object (x1, . . . ,xk) is called a complex. The point with the worst (smallest) objective
function value is removed from the complex, and reflected at the centroid of the remaining points. The
reflection is α ≥ 1 times as far from the centroid as the worst point, where α is a user-defined parameter.
If the trial point is not feasible (i.e., it violates one of the gk ≤ 0 conditions), then some repair mechanisms
take place. The procedure terminates, if the new points do not improve the objective function value over
a certain number of rounds. Note that the method does not require smoothness of the constraints and
objective function, or derivatives. Hence, it can easily be applied to system dynamics models with non-
smooth functions arising from table data. Further note that the optimal solution is not a global or local
optimal, but a feasible solution only. There is no guarantee that this method fulfills optimality conditions,
hence in a mathematical sense, it might not even by a locally optimal solution. The problem sizes that
can be handled with this method are usually rather small, around 20-50 variables and about the same
number of constraints. Box’ method is used in the system dynamics software package Goldsim (GoldSim
Technology Group, 2015).

Interior Point Methods
In our work, we use state-of-the-art interior-point line-search algorithms, that were described by Wächter
and Biegler (Wächter and Biegler, 2006) or Drud (Drud, 1985, 1994). These methods also deal with
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constrained optimization problems of form (2). The method is based on the Karush-Kuhn-Tucker (KKT)
conditions (Karush, 1939; Kuhn and Tucker, 1951), a necessary condition for local optimality of constrained
optimization problems. These conditions yield a nonlinear equality system, which is solved multiple times
during an optimization run for a parameter that converges to zero. When being (approximately) zero, a
local optimal solution is found. This method, however, makes use of first and second derivative information,
hence it must be assumed that all functions involved are at least twice continuously differentiable. As a
positive effect of this, it can be applied to large problem sizes. Wächter and Biegler implemented their
method in the publicly available software code IPOPT, and applied it to a test set of problems, where
the largest has about 250,000 variables and constraints. A similar implementation based on a generalized
reduced-gradient algorithm is available from Drud through the software code CONOPT, which we primarily
use for our optimization computations, because our experiments revealed that CONOPT is – compared to
IPOPT – more suitable for optimization problems with an inherent dynamic structure.

Treatment of Table Data and Table Functions

In many classical system dynamics models, table data is used to model functions, for example saturation
curves or logistic functions (Franco, 2007). It is common practice to define such a function in terms of
a table of points (xi, yi), i ∈ {0, 1, . . . ,nP − 1}. The function value of a table function f(x) is given as
follows:

f(x) =





y0 for x < x0

(x− xi) yi+1−yi

xi+1−xi
+ yi for xi ≤ x < xi+1

ynP
for xnP

≤ x
(3)

x0

y

0 x0 x1 x2 x3 xnP−1 xnP

Figure 1: Example of a table function, given by the table data (points) (x0, y0), (x1, y1), . . . , (xnP
, ynp) and

linear approximation in between.

For use in simulations, this linear approximation between discrete data points is an easy way to produce
expected behavior. However, as described in Section “Optimization Techniques for System Dynamics
Models”, modern local optimization solvers rely heavily on evaluations of the first and second derivatives
of a model’s functions. The derivatives of a piecewise linear function are undefined at the points (xi).
Consequently, solvers like IPOPT or CONOPT cannot be used to solve system dynamics optimization
problems, if a piecewise linear approximation of table functions is assumed. However, it is reasonable
to assume that any set of discrete data points that is likely to appear in practice will stem from some
continuous and, in most cases, smooth distribution of data. The non-smooth functions that are used to
represent them, must then be considered an artifact of the representation, and not an inherent property.
We claim that data that appears in system dynamics models can almost always be represented by a
differentiable mathematical function without influencing the qualitative behavior of the model. This can
be done by hand, but can also be successfully automated.

To assess the quality of an arbitrary smooth approximation, we need to first define a measure of the
deviation between the original function f(x) as defined in (3) and the approximation f̃(x). The absolute
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error errabs and the relative error errrel are given as follows:

errabs(f , f̃) = max
x∈R

∣∣∣f(x)− f̃(x)
∣∣∣ (4)

errrel(f , f̃) = max
x∈R

∣∣∣f(x)− f̃(x)
∣∣∣

|f(x)| . (5)

The relative error gives a better measure of the potential change of the model behavior introduced by a
approximation method, but it is undefined if the image of f includes the origin. We therefore introduce
δ > 0 and define a mixed error (Fügenschuh et al., 2015)

errmix(f , f̃) =

∣∣∣f(x)− f̃(x)
∣∣∣

f(x) + δ
. (6)

In the case f(x) = 0 it follows that errmix = δ ·errabs, while in the limit f(x)→∞ we have errmix ≡ errrel.
We will therefore adopt the mixed error as a reasonable compromise between absolute and relative error,
and use it as the quality measurement for our approximation.

When it comes to the selection of our approximation method, smooth functions that preserve the shape
of the table data are preferable, since artificial non-convex regions in the smooth approximations may have
an adverse effect on the performance of the solvers. Local solvers might fail to move past these regions
and hence converge to inferior solutions while global solvers might have to perform additional branching
to prove global optimality (Vigerske, 2013).

The requirements for the functions calculated by the approximation algorithm are therefore as follows:

• f̃(x), f̃ ′(x) are continuous

• The computational cost of evaluating f̃(x), f̃ ′(x) and f̃ ′′(x) is similar to the cost of evaluating a
piecewise linear function

• errmix(f , f̃) < ε

• f̃ preserves the shape of f , i.e., f̃ is convex where f is.

To meet these requirements, we selected piecewise polynomial functions, also referred to as splines
(De Boor, 1978). For these types of functions there are known methods for obtaining approximations that
feature these properties.

The natural representation of a spline are the coefficients of its polynomial segments. However, for
constructing a spline it is advantageous to represent it as a linear combination of basis functions. B-splines
are such basis functions for the space of piecewise polynomial functions and have several properties that
prove useful for the task at hand.

Evaluating a spline in either representation requires searching in a sequence of real numbers (to find
the polynomial piece or non-zero basis functions). Once the spline interpolation has been determined, the
computational effort of one evaluation is comparable to the evaluation of a piecewise linear function.

A B-spline basis is defined by a non-decreasing knot vector which controls the shape and continuity of
the resulting curve. The continuity of the spline is decreased if the knot vector has non-unique components.
At a knot position with k knots a spline of degree d is d− k times continuously differentiable. We seek to
obtain twice continuously differentiable functions, so we select cubic splines with a strictly increasing knot
for our approximations.

Given the knots t1, . . . , tn and the function f , we use the so-called variation diminishing spline approx-
imation to compute the coefficients c1, . . . , ck for the B-splines as follows:

c1 = f(t∗i ) where t∗i =

(
d∑

i=1

ti

)
/d.

This method was chosen because it preserves the shape as well as the bounds of the function f , while
maintaining sufficient approximation quality (De Boor, 1978).
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With the above considerations, the spline approximation for a given function f(x) and given knot
positions ti ∈ R, i ∈ {0, 1, . . . ,nknots} in the B-spline space, is completely determined. For brevity, we
denote the spline approximation of the source function f(x) for given knot positions ti as f̃ ti .

Since errmix(f , f̃ ti) depends nonlinearly on the knot positions and the knots are required to be strictly
increasing, the problem of finding knot positions, such that the knots do not coalesce and errmix(f , f̃ ti)
is small, can be formulated as a constrained nonlinear optimization problem. In order to obtain an
unconstrained problem, we use a parameter transformation of the knots (Jupp, 1978) which incorporates
the monotonicity of the knot vector into the parameter space. We then employ nonlinear least squares
methods (Zhou and Chen, 2010) to find a good placement of knots. Special care has to be taken in this
step since almost equal knots can coalesce in finite precision which causes discontinuities in the spline. We
address this issue in the line search of the nonlinear least squares method which does not accept steps
where the knots are too close. The optimization of knot positions terminates if the change in errmix(f , f̃ ti)
was less than a fixed tolerance for a small amount of consecutive iterations or if the line search was not
able to find an improving step anymore.

An outline of the approximation algorithm is given in Algorithm 1. The highest computational demand
arises in line 6 of Algorithm 1, where the knot positions are determined. In the smooth approximations
for the piecewise linear interpolations, the highest errors occur at the non-differentiable points. Thus, we
decided to consider only the approximation errors at these points in the computation of the knot positions.
This reduced the computational cost of this step substantially without negatively affecting the quality of
the approximations.

Algorithm 1 Outline of approximation algorithm
Input: Table of points (xi, yi), defining f(x) according to (3)
Input: Error tolerance ε
Output: Function f̃(x) satisfying approximation requirements with tolerance ε
1: η ←∞
2: nknots ← 3
3: ε← error tolerance
4: while η > ε do
5: nknots = nknots + 1

6: {ti} ← arg min
{ti}

errmix

(
f , f̃ ti

)

7: η ← errmix(f , f̃ ti)
8: end while
9: return f̃(ti)

Automatic Generation of GAMS Models

The goal of applying the spline approximation technique, as described in the previous section, is to remove
all non-smoothness from the considered system dynamics models. In the case of our two test models, this is
successfull as all non-smooth functions can be approximated by smooth functions with very good accuracy
(see Section “Application”). In our approach, the resulting smooth models are then extended to control
problems and reformulated into nonlinear programs (NLPs). This reformulation allows us to solve the
resulting optimal control problems with modern local NLP solvers, as described in Section “Optimization
Techniques for System Dynamics Models”. We used the GAMS (GAMS Development Corporation, 2013)
modelling language to formulate the nonlinear problems.

This reformulation is for the most part straight forward. However, it is highly impractical to manually
write a new GAMS model for every considered system dynamics problem. Writing each GAMS model
from scratch is a tedious process, and requires manual changes to the GAMS model, whenever there is
a change in the original system dynamics model. Also, there is no way to quickly change discretization
schemes or parameters.
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We recognized the need for a user friendly tool, which would allow to quickly convert control or pa-
rameter optimization problems based on system dynamics models available in the well-established Vensim
format. As mentioned, Vensim has some optimization capabilities built in, and has already established a
data format that allows to formulate parameter optimization problems based on system dynamics models.
We extended this format to allow for the formulation of control problems. A control problem in this format
is defined by four text files:

Model (.mdl) The model is supplied in the Vensim .mdl format and can be edited conveniently with
Ventana’s Vensim. Mathematically, the model contains a system of differential algebraic equations
(DAE) for given parameters p and vectors x, y:

ẋ(t) = f(x(t), y(t), p) (7a)
y(t) = g(x(t), y(t), p) (7b)

Control (.voc) The control variables and ranges are defined in a .voc file, with a syntax that is com-
patible with Vensim parameter optimization problems. However, the format is extended to allow
arbitrary and piecewise linear control variables.

Objective (.vpd) The objective is given in a .vpd file, again with Vensim compatible syntax, but with
the additional possibility to easily define objective functions that integrate over the full time window
for specified variables.

System Dynamics Optimization Problem (.sdo) The model, control definition and objective defi-
nition are linked via the .sdo file. This allows to use different objective functions or controls with
the same model, by creating and linking a different .vpd or .voc file respectively.

The main input for our converter tool, which we call SDOCONV, is the .sdo file, which allows it to
collect all information about the control problem from the respective files. Additional parameters like the
discretization scheme can also be supplied to SDOCONV to change default behavior. The output is a
smooth non-linear program, formatted as a GAMS model. The data flow is depicted in Figure 2. The
basis of the reformulation is the explicit time discretization of the system consisting of (7a) and (7b). The
variables x, y are no longer defined continuously on t, but only on certain equidistant time intervals given
by the model parameters. We denote discrete times as bracketed superscript and rewrite the system (7a),
(7b) as

ẋ(i) = f
(
x(i), y(i), p

)
, ∀ i ∈ {0, 1, 2, . . . ,n} , (8a)

y(i) = g
(
x(i), y(i), p

)
, ∀ i ∈ {0, 1, 2, . . . ,n} , , (8b)

where n := T
∆t and t(i) := i∆t for all i ∈ {0, 1, 2, . . . ,n}. The resulting GAMS model then contains one

variable for each state variable and algebraic variable at each time. Similarly, every algebraic or differential
equation at each time is translated into one constraint in the GAMS model. SDOCONV also handles many
of the built-in Vensim functions and reformulates them in an equivalent way that is valid in a nonlinear
program. One exception are table functions, which are very closely approximated in the GAMS model.

SDOCONV is currently under development. A beta version has been published and can be found on
github: https://github.com/rgottwald/sdoconv.

The GAMS modelling language supports extrinsic functions, that can be given through a callable
library. We use this mechanism to supply the spline approximation to GAMS. To this end, a software
package was developed. In order to run a model generated by SDOCONV that contains table functions,
the lookup library needs to be available on the system. This library is also available as a beta version on
github: https://github.com/rgottwald/lookup.

Application
We detailed our approach to the local optimization of system dynamics problems in the first part of this
paper. We selected two models from literature to demonstrate the benefits of our novel optimization
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Vensim Model
(.mdl)

Control Definition
(.voc)

Objective Definition
(.vpd)

SDO definition
(.sdo)

SDOCONV

GAMS model
(.gms)

GAMSlookup library

NLP solver

Figure 2: Data flow around SDOCONV

approach. The first is the Market Growth model from Forrester (1968); the second is the World2 model
from Forrester (1971b).

When validating both models, one can reveal that both are highly robust against even extreme values.
Both models have in common that today they have a status as generic or metaphorical models (Morecroft,
2012; Morecroft et al., 1995), i.e., they provide general insights for decision-making and do not rely on
precise parameter values for the situation. This is why both models are also used for teaching at various
academic institutions. The models are also similar with respect to their sizes, i.e., the number of stocks,
variables, and resulting feedback loops. Each model consists of about five stocks and about 40 to 50
variables (incl. parameters). However, the resulting number of feedback loops for the stock variables differs
significantly (about 12 for the market growth model and about 40 for the World2 model). Both models
have the capability to assume very different behavior patterns and hence capture a high level of dynamic
complexity (Grösser, 2012). Both models are professionally designed system dynamics models (Grösser
and Tschupp, 2015; Rahmandad and Sterman, 2012) and both have been published by the originator of the
field of system dynamics. The evidence rating (Homer, 2014) for both models we evaluate to be “A”. This
means that all non-obvious elements of structure and behavior are supported by multiple data sources and
are critically examined. Moreover, both models are limited in their size (Ghaffarzadegan et al., 2010), and
hence are ideal as “test models” to serve in our pilot study. In addition, the models have been extensively
tested and manually optimized for the purpose of the original study. Hence, these models pose also a
challenge for us to improve the best simulation runs with manually tuned parameters.

Spline Approximation Quality

We approximate all table functions in both models by splines, as described in Section “Treatment of Table
Data and Table Functions”. To verify that the spline interpolation does not lead to a change in the model
behavior, we conducted three simulations of the base run of each model:

1. A simulation of the base run in Ventana Vensim, using the standard piecewise linear table function.

2. A simulation of the base run with a spline approximation, calculated with ε = 10−2.

3. A simulation of the base run with a spline approximation, calculated with ε = 10−3
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Figure 3: Comparison between base run simulations with piecewise linear functions and with spline inter-
polation. Plots show relative difference between simulation with piecewise linear function and an approx-
imation with ε = 0.01 (solid lines) and an approximation with ε = 0.001 (broken lines). (a) The relative
differences for the variable Production capacity in the Market growth model. (b) The relative difference
for the variable quality of life for the World2 model.

We then proceeded to calculate the relative difference between simulations 1 and 2 and between 1 and 3
for a selected variable in both models at each point along the time axis. The results are shown in Figure
3. In Figure 3a, the result for the market growth model are shown. Even with the higher tolerance ε, the
differences stay well below one percent. By choosing a higher tolerance, the accuracy can be improved
further and then remains below 10−4 at all times. The World2 model contains a higher number of table
functions, and the differences are slightly higher than in the Market growth model. However, the relative
differences remain in the order of one percent or well below. We conclude from these experiments, that the
computed spline approximations are a suitable smooth replacement of the table functions in both models.
We will use the spline approximations computed with ε = 10−3 for the computations in the following
sections.

Controlling the Market Growth Model
First, we consider the Market Growth model as presented by Forrester (1968), a stock and flow diagram is
shown in Figure 4. The model describes the policies governing the growth of sales and production capacity
in a new product market. Forrester’s original model resulted from a case study of an electronics manu-
facturer and represents the opinions of the company’s senior management about the way that corporate
growth was managed. We use the version of the Market Growth model as published by Richardson (2011).

In the well known base run of the Market Growth model, the evolution of the firm shows an unexpected
stagnation. Over the first 40 months, sales rise, fueled by the increasing number of salesmen. Then, sales
suddenly level off. This is because those sales are not being backed up with added production capacity;
this produces delivery delays, starting around month 20, and begins to affect sales a few months after that.
The development of the Production capacity and the Salesmen are shown in Figure 7.

In the original model, one of the key policies is modeled via the table function CEF, which defines
the Capacity expansion fraction depending on the Delivery delay condition. Here, a production manager
chooses how much the production capacity should be reduced or increased in the future. The argument
of the function CEF, and therefore the basis for this decision, is the backlog of the company after some
delay. The decision maker modeled here is subject to bounded rationality (Morecroft, 1985; Simon et al.,
1984).

In our treatment of the model, we address the question whether it is possible to model a decision maker,
who understands the dynamics of his company more comprehensively, instead of only locally. In other
words, we question if a decision maker has the ability to account for more global information cues and
overcome his or her locally bounded perspective and is, therefore, able to make more informed decisions.
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And if the answer is yes, then we question, if there are alternative solutions to the optimization problem
which allow the company to choose a policy which overcomes the decline of the production capacity in the
considered time period.

The optimization problem resulting from these questions is detailed in the next section.
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Figure 4: Structure of the adjusted Market Growth model (Forrester, 1968), source: (Richardson, 2011).

Problem Statement

As described in the previous section, the dynamics of the Market Growth model lead to a decline in
the production capacity, as the company reacts to fluctuations in demand using the policies for capacity
expension, hiring salesmen, and recognition of delivery delays. Our base model has the standard values
for the policies as described by Forrester (1968). The key control the company has over the expansion
or reduction of production capacity is in setting the variable Capacity expansion fraction. In the original
model, this variable is defined in terms of a table function of the Delivery delay condition. From the original
work of Forrester (1968), we know that a constant positive expansion of the production capacity will avoid
the decline of production capacity and lead to a continuous increase. However, the original paper does not
discuss, whether there is a cost associated with this expansion that might hinder a continuous constant
expansion.

To be able to compare two simulations, we need to introduce a measure of the cost of an intervention.
We therefore extend the original Market growth model by introducing two cost-variables c1(t), c2(t), two
weights w1,w2 and one new state variable integrating over the incurred cost.

c1(t) = w1 · Production capacity ordering(t), ∀ t = 1, 2, . . . ,T , (9a)
c2(t) = w2 · Production capacity(t), ∀ t = 1, 2, . . . ,T , (9b)

Accumulated Costs =

T∑

t=0

∆t (c1(t) + c2(t)) . (9c)

Note, that these additional variables are sinks. The dynamics of the other model variables are not changed
by our modification. For the weights, we chose the values w1 = 8,w2 = 0.5. The first one, w1, reflects the
cost for creating new production capacity, w2 reflects the cost for maintaining existing production capacity.
We assume that one unit of new capacity is 16 times more expensive than mentaining one unit of capacity.
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zc 0.0001 0.005 0.001 0.002 0.05 0.01 0.1 0.2 0.4

Production Capacity(t)
[
103
]

6.3 13.1 15.9 19.4 23.4 30.1 32.1 33.0 33.3

Table 1: Locally optimal objective values for the Market Growth model for different gradient limits zc

In the base run, the accumulated cost incurred after 100 months amounts to a value of 3.47 · 105. In the
following, we will consider two questions concerning the model:

1. Is there a capacity expansion policy with a similar cost of intervention that can keep the production
capacity stable or even expand the production capacity within the considered time frame?

2. Can this capacity expansion policy be formulated as a function of the Delivery delay condition?

In the next section, we answer the first question by formulating and solving an optimization problem. By
analyzing the solution of this problem, we will be able to answer the second question.

Formulation of the Market Growth Control Problem

At this point, the original model has been modified in two ways. The original non-smooth table functions
have been replaced with highly accurate smooth interpolations, and we have added the cost accounting
variables, as explained before, to asses a cost of intervention. For our optimization problem, we remove the
functional dependency of the Capacity expansion fraction from the model and consider it a free variable.
The table function CEF is thereby removed from the model. We refer to the equations of this new model
with one free variable as “optimization model”. We now formulate the following optimization problem:

max Production capacity(T ), (10a)
s.t. z(t) = Capacity expansion fraction(t), ∀ t = 1, 2, . . . ,T , (10b)

Accumulated Costs(T ) ≤ 3.5 · 105, (10c)
[model dynamics], (10d)
−0.2 ≤ z(t) ≤ 0.2, ∀ t = 1, 2, . . . ,T . (10e)

Locally optimal solutions of control problems such as (10) often show so called “bang-bang behavior”
(Artstein, 1980; Sonneborn and Van Vleck, 1965), i.e., the control remains at its upper bound for some
time, and then switches abruptly to its lower bound and vice versa. Even though such a control can
theoretically be very efficient, it can be impossible to realize in practice because the control cannot be
changed infinitely fast. To take into account a finite changing speed of the control, we introduce additional
variables zc limiting the amount of change in the control from one time step to the next. These variables
have the unit Unit of the control

time and are incorporated into the model via constraints of the form

−zc ≤
(
z(t+ 1)− z(t)

∆t

)
≤ zc. (10f)

We made experiments for different values of zc. For a constant control (zc = 0), no solution is found
that respects the cost constraint. Therefore, we varied zc from a value of 0.0001 (which leads to a very
slowly changing control) to zc = 0.4 (which allows the control to jump from one bound to the other within
one time step and is therefore equivalent to no gradient limit).

The results are summarized in Table 1 and Figure 5. For the description in the sequel, we exemplarily
select the value of zc = 0.002 which leads to sufficiently slowly changing solutions for the Market Growth
model. This constraint on the speed of change results in a reduction of 42% in the value of the objective
function. The adjusted model is available in the online appendix.
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Figure 6: Broken lines show base run, solid lines show optimization solution. (a) Comparison of control
variable in base run and optimal run. (b) Comparison of the ordered production capacity as a result of
the chosen expansion fraction. (c) Plot of functional dependency between Capacity expansion fraction and
Delivery delay condition.

Optimization results

We solve the problem using the NLP solver CONOPT (Drud, 1994). The single-core solving time on a
workstation equipped with an Intel Xeon E3-1290 V2 was 4.3 seconds.

Figures 6 and 7 compare the solution from the optimization run with the base run. Figure 6a shows
the control variable. In contrast to the base run, the optimal control starts with a strong reduction of
production capacity, which is then gradually increased. In both runs, the first zero point is reached at
almost the same time. However, while in the base run the first local maximum is reached shortly thereafter,
in the optimized solution the variable continues to grow and reaches its maximum well in the second half of
the considered time frame. The next figure shows the results of the control in terms of adding or reducing
production capacity, and Figure 7a shows the actual production capacities over time. They show a regular
u-shape ending with a higher production capacity at the end of the time frame than at t = 0.

With the above considerations, we can answer question 1 with “yes”. We have found a satisfying
solution, spending a similar cost of intervention, but avoiding the continuous decline of the production
capacity. Indeed, as we can see in Figures 7b and 7c, backlog and the number of salesmen have also grown
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Figure 7: Comparison of state variable values of the Market Growth model in base run and optimized run.
Broken lines show the base run values.

within the time frame; hence, we do not have to expect a new strong oscillation after the considered time
frame.

To answer question 2, we refer to Figure 6c. For the base run, we have plotted the table function CEF,
i.e., the function has exactly one value on the second axis for each value on the first axis. In the optimal
control case there is clearly no function of the Delivery delay condition that would produce this plot. The
answer to question 2 is therefore “no”.

Since in the optimization procedure, for each solution of the problem all variable values at all times
are known, the formulation and solution of the optimization problem (10) can be interpreted as modelling
a decision maker who is aware of the full model and its development over time. We have shown that it
is impossible to formulate a table function of one argument, that reproduces this behavior. Whether it
would be possible to calculate a multivariate function in the variable values, that would lead to a similar
solution is an interesting question, and remains as a topic for future research.

Controlling the World2 Model

The World2 model was introduced by Forrester (1971b). Figure 8 shows its stock and flow diagram. The
model is Forrester’s answer to the futility of addressing world challenges in a piecemeal fashion. Instead the
problem should be addressed as a system of problems. The model consists of five interacting subsystems,
each of which deals with a different system of the model. The main systems were the food system, dealing
with agriculture and food production, the industrial system, the population system, the non-renewable
resources system, and the pollution system. The model shows that the production of goods, especially
food, on this world is limited by the available resources and constraints which will prevent population and
production from growing infinitely.

Problem Statement

In (Forrester, 1971b), several scenarios are considered for the World2 model. In particular, in Chapter 6
“Towards a Global Equilibrium” parameter settings are presented, that lead to a sustainable state of the
world system within a relatively short time. We use this scenario as our base run. Selected state variables

13



Population

BIRTH RATE

NORMAL

Pollution per

cap 1970

births crowding

multiplier

births food

multiplier

<Time>
Cap inv rate

1970

<Time>

<Time>

births material

multiplier

births pollution

multiplier

material

standard of

living

Food coeff
1970

DEATH RATE

NORMAL

EFF CAPITAL

RATIO NORM

deaths crowding

multiplier

deaths food

multiplier

deaths material

multiplier

deaths pollution

multiplier

effective capital

ratio

crowding

LAND AREA POPULATION

DENSITY NORMAL

Birth rate
normal 1970

CAPITAL AGRI

FRAC NORM

Capital Agricult

ure Fraction

capital ratio

natural resource

extraction multiplier

Capital

CAPITAL

DEPRECIATION

NORM

<Time>

capital investment

multiplier

CAPITAL INVESTM

ENT RATE NORM

NRUN 1970

natural resou

rce fraction r

emaining

Natural

Resources NATURAL

RESOURCES

INITIAL

nat res matl

multiplier

NAT RES

UTILIZATION NORM

<Time>

CAPITAL AGRI

FRAC ADJ TIME

capital agri frac ind

capital investment

from quality ratio

food ratio

FOOD COEFF

food crowding

multiplier

FOOD PER

CAPITA NORMAL

food per capita

potential

food pollution

multiplier

capital ratio

agriculture

pollution ratio

Pollution

POLLUTION

STANDARD

pollution capital

multiplier

POLLUTION PER

CAPITA NORM

pollution

absorption time

quality food

multiplier

quality material

multiplier

 

quality of life

births
deaths

capital investment capital

depreciation

natural resource

utilization

pollution

generation

pollution

absorption

quality crowding

multiplier

QUALITY OF LIFE

STANDARD

quality pollution

multiplier

Costs to change

pollution per cap

Difference in Pollution per cap
-

+

+
<Time>

Costs to change

NRUN

Difference in NRUN
+

<Time>

-
+

<Costs to change

NRUN>

+

+

Costs to change
birth rate

Difference in Birth rate

+

<Time>

-

+

<Costs to change
birth rate> +

Costs to change
cap inv rate

Difference in cap in rate

+

<Time>

-+

<Costs to change
cap inv rate>

+

Costs to change

food coeff

Difference in Food coeff

+

+-

<Time>

<Costs to change
food coeff>

+

accumulated

total costsTotal Costs

Figure 8: Model structure of the World2 model (Forrester, 1971b), source: teaching material of Georg
Richardson, University of Albany, PAD 624).

of this run are shown in Figure 9 and the parameter changes suggested by Forrestser are listed in in Table 2
in the column ”Base run”. In the base run, we see a stabilized population level, a high level of quality of life
and low level of pollution. For our optimization, we intend to improve the system behavior of the World2
compared to the best Forrester policy. We want to implement policies to achieve a more sustainable world
measured in quality of life with the smallest costs necessary to achieve this. As in the previous model, we
introduce costs for changing the policy variables (see the controls in Table 2 for the names of the variables
and the selected values of the cost coefficients). The controls are: NRUN which accounts for the natural
resource utilization rate, pollution per capital, capital investment rate, food coefficient, and normal birth
rate.

As in the base run, all variables remain at their initial value zinit until the year 1970 and can only
be changed afterwards. We selected the following symmetric exponential function, to model a cost that
increases exponentially with increasing magnitude of the intervention. For each of the five controls i as
given in Table 2, the cost incurred by a change from the initial value zinit,i to a value zi is then given by

fc,i(zi, zinit,i) = α (exp (β(zi − zinit,i)/wi)− 1 + exp (−β(zi − zinit,i)/wi)− 1) (11)

where we choose the parameter values α = 2.9 · 104 and β = 3.6. Each policy variable zi must remain
within a given interval (see Table 2. The weights wi are normalizations for different interval width and
ensure an adequate weighting of the individual cost components. The values for the weights are given in
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Control zi i Value t < 1970 Base run Optimization Range Weight wi zc,i

NRUN1970 1 1 0.25 [0.1, 1.0] 0.9 0.045
Pollutionpercap1970 2 1 0.5 [0.1, 1.0] 0.9 0.045
Capinvrate1970 3 0.05 0.03 [0.01, 0.05] 0.04 0.002
Foodcoeff1970 4 1 0.8 [0.6, 1.25] 0.65 0.0325
Birthratenormal1970 5 0.04 0.028 [0.02, 0.04] 0.01 0.0005

Table 2: Controls for World2.

Table 2.
We sum the costs of changing the controls and accumulate them over time. The final cost of one run

is then given as follows:

Accumulated total costs(T) =
T∑

t=0

∆t

(
5∑

i=1

fc,i (zi(t), zinit,i)

)
(12)

As in the market growth model, information flows only into our newly introduced bookkeeping variables.
Therefore, the model dynamics are not changed by these modifications.

With the model adjusted as just described, and which is available in the online appendix, we re-
simulated the model with Forrester’s parameter choices and derived the costs incurred by his policy changes.
This total accumulated cost component we call Forrester Budget, i.e., the costs necessary to implement
Forrester’s final policy for World2. The computed value is 3.8 · 107. We will use this Forrester Budget as
a reference value for the optimizations in the following Sections.

Formulation of the World2 Control Problem

In the Section “Controlling the Market Growth Model”, we formulated a control problem for the Market
Growth model by removing one of the functional dependencies in the model, thereby freeing the variable.
In this model, we choose a different approach.

We replace all table functions of the World2 model with their respective smooth spline interpolation
counterparts. Typical for manual parameter finding, Forrester only changed the parameters once in the
year 1970. In the optimization run, we will however remove the premise that the five policy parameters
(see Table 2) only change once. We will consider them as time-dependent functions, with limitations on
the speed of change as described in Section “Formulation of the Market Growth Control Problem”.

Based on the considerations above, we formulate the following control problem based on the World2
model:

max
∑

t

∆t (qualityoflife(T ) · Population(T )) , (13a)

s.t. Control ranges defined in Table 2 (13b)
Accumulated total costs(T ) ≤ 3.8 · 107, (13c)
[model dynamics]. (13d)

Optimization Results

As for the market growth model, we use CONOPT to solve the problem. The solving time for this model
was 166 seconds, and the locally optimal objective value is 1047.74.

The results of the optimization are shown in Figures 9 and 10. In the three panels in Figure 9, a
comparison between the base run and the optimization run for the state variables Population, Capital, and
quality of life is shown. The last panel clearly shows, that in the optimization run, the quality of life is
improved compared to the base run, at every point along the time axis. At the end of the simulation, the
improvement amounts to roughly 20%. As shown in the first two panels, this improvement is accompanied
by a continued growth of the population as well as the capital.
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In Figure 10, the control solutions for the variables Foodcoeff1970 and Birthratenormal1970 are shown.
The third panel compares the costs of the interventions accumulated at a given time. Since in the base
run all parameters stay at the same value after the year 1970, it is clear that the cost incurred is the same
at all times following the year 1970. While the cost of interventions is in the beginning slightly less than
in the base run, there is a sharp peak of intervention, created by a strong intervention, reducing the birth
rate in the year 2065.

All in all, the redistribution of the intervention towards different times and different control variables
as in the base run has lead to a solution with a highly improved value of the objective function. To the
best of our knowledge, no simulation of the World2 model was published so far that allowed for an ongoing
growth of the population and did not lead to a collapse until the year 2100. As we demonstrated here,
such a solution exists, if the premise of a constant parameter is replaced by time-varying parameters.
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Figure 9: Comparison of variables of the World2 model in base run (dashed line) and optimized run (solid
line).

Conclusions and Outlook
Mathematical optimization techniques for the numerical solution of nonlinear problems have advanced
over the last years, so that they can be used to solve even more complex system dynamics optimization
models. Besides parameter optimization, which is currently used in system dynamics software packages,
this includes controls that are not single static changes at a certain point in time, but time-varying functions
that come up with an individual control value for each time step. These are time-dependent functions that
allow for a much more refined control of system dynamics models, which is not possible with the previous
approach of manually setting parameters or using limited optimization techniques. Having such solutions
at hand offers a more detailed view on the dynamic behavior of the model and its controllability. This
can help modelers to gain new insights of their models, even when fully implementing the optimal policy
values in a real situation, from which the simulation model originated, is not possible.

Existing numerical solvers such as CONOPT are able to solve such SDO problems to proven local
optimality in very short time, typically less than one minute. The only technical obstacle is to approximate
table functions by smooth functions, for which we suggest spline interpolation, because the numerical
optimization software requires existing first and second derivates. We believe that most system dynamics
models are actually smooth by their application domain (“nature does not jump”), and the existing non-
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Figure 10: Comparison of control variables and intervention cost of the World2 model in base run (dashed
line) and optimized run (solid line).

smoothness in published models is the result of the user interfaces of the most common software packages.
Here, it is necessary to present the possibility of entering data not by filling out tables, but by directly
drawing a spline curve, as for instance in CAD software packages.

Our research also has some further challenges for developers of numerical solvers: The solutions found
by the nonlinear optimization techniques are only locally optimal, and no information is provided about
how far they are away from a global optimal solution. To answer this question, one possible way is to
embed the whole procedure in a branch-and-bound search that guarantees to find global optimal solutions
in finite time. Recent research exists that addresses this direction.
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